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ABSTRACT

We argue that the mechanics of ‘Ville type Free-To-Play (F2P)
games in general, and incremental games in particular, is especially suited for Games-With-A-Purpose. We demonstrate
this through WordClicker, an incremental game whose mechanics is designed for text labelling. We believe the design
and mechanics used are highly transferable to other games
featuring annotation where game design is a challenge, such
as serious games and language resourcing GWAPs. The game
was tested with audiences from three popular indie gaming
portals, achieving promising results both for entertainment
value and learning.
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of) games which aim to hide the true nature and linguistic
complexity of the tasks by presenting them as multiple choice
questions and removing linguistic terminology [70]. However,
it remains evident the player is annotating text. Similarly for
other well-known game-like approaches to NLP resource creation such as Jeux-de-Mots and Zombilingo [43, 18]. Proper
GWAPs for text annotation have been proposed, but never
really used for resource creation or reported high levels of
player acquisition [35].
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INTRODUCTION

Games-With-A-Purpose (GWAPs) for creating language resources [43, 58, 70, 18] have shown promise in terms of their
ability to gather high quality annotations and in terms of scalability. However, player recruitment and retention remains a
challenge with such games, that have yet to acquire or retain
players at a scale comparable to the most successful GWAPs
[71, 13]. The original GWAPs for AI by von Ahn, such as The
ESP Game [71], had a mechanics such that the labels were
gathered as a byproduct of play, as per the original definition.
In contrast, the few actually deployed GWAPs for text annotation, such as Phrase Detectives [58] (Figure 1), lie somewhere
between gamification and proper GWAPs, it is evident that the
player is annotating text [44]. This can be said of the majority,
if not all language resourcing GWAPs. Wordrobe is a (suite
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Figure 1. Language Resourcing GWAP: Phrase Detectives

The approach to making text annotation GWAPs more gamelike followed in this work is the one argued for in [73, 35]: start
from pre-existing and engaging game mechanics and adapt
it to our purposes. The question we address in this work is:
what type of existing game integrates most naturally with the
mechanics of text annotation? That this is a challenge is clearly
shown by the many games either presenting annotation on the
side or using a thin gamification wrapper, thus struggling to
achieve a truly gamelike experience. In this work we aimed for
a design that places the task of annotation organically at the
centre whilst preserving an enjoyable experience and operating
within the constrained design space.
Our first contribution is the proposal to adopt the mechanics
of so-called ‘Ville games [37] for text labelling games. We
believe this type of game design addresses many of the challenges to be addressed by text annotation GWAPs (or indeed,
GWAPs for any type of annotation). In this paper we draw a
parallel between the objectives of annotation games and that
of ’Ville style games and their F2P monetization strategy. We
believe this type of design, in which entertaining games are created out of intrinsically repetitive activities, is uniquely suited

for annotation games, in which the objective is to keep players
providing judgements for a long enough period that they can
achieve the expertise required to provide useful judgements.
Our second contribution is the idea of using games to solve the
problem of getting the players of a GWAP to understand the
phenomenon about which judgements are collected without
boring them by asking them to read instructions. As pointed
out by Tuite [69], the problem to be addressed by modern
GWAPs when attempting to collect more complex judgements,
is also potentially one of the respects in which they may
achieve better results than types of crowdsourcing. Adding a
training or learning element to crowdsourcing has shown to
increase accuracy, but is difficult to do [23]. Games, however,
have been shown to be an effective tool for teaching [29] and
learning has been said to be a key part of the fun of a game
[42]. Many language resourcing GWAPs already use a variety
of training mechanisms borrowed from games. Phrase Detectives for example uses the traditional tutorial approach [58].
In ZombiLingo, tasks are split into different subtasks for each
linguistic phenomena, training the player only on the subtask
they are about to attempt [18]. We are proposing here a different approach: to develop a separate game specifically devoted
to teach the linguistic knowledge required to successfully play
a text annotation GWAP. The annotation game presented in
this paper was developed to train players to understand lexical
categories, i.e., parts-of-speech (e.g. nouns, proper nouns, adjectives), so that they could then proceed to successfully play
Tile Attack!, a GWAP developed to label phrasal categories,
and in particular noun phrases.
We demonstrated the effectiveness of the two ideas just discussed by developing a training-orientated annotation game
called WordClicker, which is our third and final contribution.
Using WordClicker, we will show how incremental game mechanics support the desired outcomes in terms of entertainment, within the constraints of the challenging design space.
(Our priority at the moment is to ensure that our game can acquire, retain, motivate and train players to annotate text. Thus,
while the design ideas proposed here could clearly be used to
actually collect parts-of-speech labels, through some simple
changes listed in the Discussion section, in this paper we only
report on training-oriented experiments to evaluate the mechanics in regard of its entertainment and training potential.)
BACKGROUND
Free-to-Play Games

The F2P (Free-to-Play) revenue model has become a popular
method of reaching casual gamers on web and mobile platforms [48, 3]. These audiences would not necessarily commit
to an initial purchase, but may consider small purchases to
enhance experience as they progress in the game [48]. The F2P
financial model motivates game design objectives [47] which,
we will argue, also apply to GWAPs. For example, the fact that
there is no initial financial commitment from the player (unlike
in games based on the traditional revenue model), means that
the game needs to appeal to the player right from the start, as
there is nothing to stop the player putting it down if it is too
difficult to master for a casual gamer, or is not immediately
entertaining. Consequently F2P games commonly feature a

shallow learning curve. GWAPs, too, need to appeal to their
players from the start, whether by being entertaining or by
convincing players of their scientific value; and the learning
curve must be equally gentle (but see below). To make another example, to integrate the concept of in-game purchases,
many F2P games feature a double currency model that allows players to purchase more of the in-game currency they
have earned through in-game actions, with real money [3].
These purchases take place over a long period of time, so F2P
games are often designed to retain their players over a long
time. Finally, although F2P games are designed to be played
over a long time, they are also designed for inclusive play,
allowing casual gamers to pick them up and put them down
in many short play sessions [47], just like GWAPs. The key
design element in Free-to-Play games is their core game loop,
with optional waiting step [48], (Figure 2).

Figure 2. Free to Play - core game loop [48]

F2P mechanics are influenced by behavioural economics and
behavioural psychology [45], and monitored through extensive instrumentation, user data and other analytics [47]. These
investigations originated a substantial body of knowledge concerning which game design patterns to apply based on the type
of game and results the game producer is looking for. This data
is also useful for GWAP developers, as whilst not all existing
studies may translate directly between the two domains, the
data can be used to inform starting investigations.
‘Ville Games

We argue that so-called "‘Ville Games" area category of F2P
games particularly relevant for GWAP design. Following the
advent of social networks [8], various organisations, particularly Facebook [27], opened their platforms to the embedding
and distribution of third party applications. Among these was
a set of multiplayer games that allowed friends to play together, known as social network games (SNGs). Often using
the Free-to-Play revenue model [56], offering inclusive play
to casual gamers [56], and being web-based (accessible on
a variety of devices [32]), they quickly shot to success [11,
41, 40]. One particularly successful group of such social network games is the ‘Ville group of games created by Zynga
whose names share the “Ville” suffix (e.g. FarmVille, FishVille,
YoVille). Over time, the design of popular SNGs began to homogenize into a common set of studied design patterns, led by
the successful ‘Ville titles [40, 46].
There are design patterns that repeatedly appear in these games
[46]. A player’s action typically results in gathering an in-game

resource which develops over time. A further player action
realises a reward from harvesting the resource as in-game
currency. Resources that the player has failed to convert to
in-game currency after some given time period wither. Aside
from losing the potential reward of the resource, the player
loses their investment and possibly incurs an additional penalty.
In terms of progression, ‘Ville games often use a standard XP
style level system. Additionally, there are often quests that,
under the guise of missions, train the player to perform actions
in an interactive tutorial like fashion. These games have a variety of resources, aside from the previously mentioned gamespecific resource and in-game currency. There is sometimes
energy that constrains the rate at which the player may perform actions. As SNGs, ‘Ville games often feature multiple
social orientated mechanics. These include gifting, and a sort
of leaderboard for viewing friends achievements. [46]
The core game loop of action (purchase resource), waiting
(resource appreciates in value), reward (resource converted
to currency), upgrade from F2P, is very evident in the design
patterns of ‘Ville games. [48]
Incremental Games

The aforementioned ‘Ville Games have been the object of
satire, with critics creating games with deliberately bland core
game mechanics, such as Cow Clicker, that involves simply
clicking once every six hours [6]. This widely mocked, but
undeniably successful [64] game design pattern spawned a
sub-genre of games that distilled the ‘Ville paradigm to its
basics, known as clicker games. In clicker games the player
repeatedly clicks to earn points which they can use to purchase
items that enable them to earn more points [37]. Being satirical
of F2P and ‘Ville, these games have mostly left behind the
F2P monetization strategy and social element, but still hold
the key motivational design elements.

Figure 3. Clicker Game: A Dark Room [25]

Others already identified the potential of F2P mechanics to
enhance motivation and increase retention in gamification
[4]. However, the only application of any ideas from the F2P
paradigm to GWAPs we are aware of is RoboCorp [17]. But
the F2P concept borrowed by that game is the notion of exchanging the “micro-payments” for work (“micro-work”); that
work did not focus on incorporating F2P game design principles. In RoboCorp, instead of a directly integrated closed
loop, it was proposed to have an annotation task (identifying
named entities in texts, in the implemented prototype) that the
player could perform to build virtual currency that could then
be used to purchase upgrades to play a separate mini-game
[17]. By contrast, in the model proposed here, annotation remains part of the game itself. We are not aware of any other
attempt to use F2P style mechanics, or the more specific incremental game mechanics we propose here. (See Related Work
Section for more details.)

There are now many variations of such incremental games; a
proposal for a taxonomy can be found in [4]. The key factor
that differentiates between them is the extent of interactivity
with the player [37]. So-called “clicker games” are the incremental games with the highest level of interactivity, whereas
in “zero player games” the player’s role is reduced to that of a
spectator for the majority of the game [4].
Many games have taken this approach seriously, and there are
now successful entirely text based “clicker games,” such as
A Dark Room (Figure 3) [25]. These games appear to have
partially changed our definition of what a “good” game is [46].
ANNOTATION GAMES AND F2P

In this section we show that there are systematic commonalities between the objectives of annotation games and ‘Ville
games that justify the adoption of a ‘Ville game mechanic
for annotation GWAPs. We will start by looking at the relationships between F2P games to show how design choices
have cascaded through. In Figure 4, we select from and extend previous work on the taxonomy of incremental games [4,
37], with parts relevant to this work, to give a clear overview.
We move on to summarising the similarities in a table, then
discussing them individually in further detail.

Figure 4. Taxonomy of relevant genres

No initial payment/commitment

‘Ville games are normally Free-to-Play (F2P), meaning the
game is not sold, but the vendor receives revenue from players
prolonged engagement by charging a small fee for purchases
in game that typically enhance in-game mechanics, shorten
game loops or add to the aesthetics. Similarly, GWAPs also
receive no immediate benefit from the user initially being able
to play the game, but rather a long term reward in terms of
the player performing work as they continue to play. Serious

Incremental/F2P games
F2P: Designed to achieve return through ongoing payments
F2P: Require no initial commitment/payment
F2P: Have very uneven player contribution receiving
the majority of their revenue from a very small minority of
their players (known as whales)
SNG: Built for inclusive play targeting casual gamers on
social networks
Incremental: Are often Indie Games: inexpensive and
small teams
Incremental: Are designed for long term or infinite gameplay
Incremental: Use a design with a high ludic efficiency

GWAPs/Annotation games
Achieve return through ongoing work
Cannot ask for initial commitment
Receive the majority of their work from a very small minority of their players
Need to attract as broad an audience as possible so inclusive play is highly beneficial
Need to be inexpensive to be preferable to crowdsourcing/expert annotation
Need long term or infinite gameplay available to allow for
annotation of large resources
Require high ludic efficiency to operate effectively as
tools

Table 1. Incremental/F2P vs. GWAP/Annotation and at what level the commonality occurs

games used as learning materials are also unlikely to be able to
charge students. Both F2P and GWAPs are therefore designed
to be potentially infinite and prioritise the retention of players.
Uneven Player Contribution

Both F2P games and GWAPs face challenges with player
bases that contribute very unevenly in terms of either revenue
or work. The developers of Phrase Detectives report that in
the Facebook version of their game, 1.6% of players produced
89% of its annotations [9]. Chamberlain et al. therefore suggest that the distribution of contributions is Zipfian in nature.
Similarly, in a survey of ZombiLingo players, it is reported that
of 986 registered players, there were 20 that they considered
“heavy players” [19], approximately 2.03%.
The situation is similar in F2P games, where 5% of all players is considered a good conversion rate from non-paying to
paying customers [48], and , as with Phrase Detectives, the
distribution (of revenue, in this case) follows a power law [48].
In F2P industry parlance, the heavy players players are known
as whales [48]. Whales are typically less than 1% of the player
base, but can account for 50% or more of the revenue [66, 65].
This places greater importance on retaining converted users,
maximising their contribution for their lifetime of play and
attracting as broad an audience as possible.
Inclusive Play

‘Ville style games were designed for inclusive play [11]. Created to target social network users who may not have been
gamers before, they were designed to be picked up and put
down by a casual gamer at the gamer’s convenience rather
than being played for long periods of time, and on a variety of
devices [40]. This is true of GWAPs as well.
Inexpensive

There are few comprehensive cost analysis to draw upon from
either type of game, but it is known that typical modern games
have large budgets. (Since the 1980’s companies have been
spending millions of dollars in the marketing of their games
alone [30].) More recently costs often run into the tens of
millions of dollars for development [22, 52, 76] and tens if not
hundreds of millions for marketing [22, 28]. SNGs, however,

cost substantially less than their more conventional counterparts [61], else they risk never recuperating their investment.
In GWAPs, the initial cost of game development must be kept
low, and development time has to be short, ruling out starting
with a large project. If the project is overly expensive or takes a
long time it may be faster and cheaper to use alternate methods
(e.g. microtask crowdsourcing). For example, after the first
two years, the cost of annotation with Phrase Detectives was
equal to the cost using microtask crowdsourcing, due to the
cost of creating the game, but the estimated cost for completely
annotating a 1 million word corpus using Phrase Detectives
was estimated to be 25% of the estimated cost of annotating it
using crowdsourcing [58]. Whilst Phrase Detectives struck a
good balance, had the creators invested much more in game
development it might have been more cost-effective to use
alternate methods. Serious games face an almost identical
challenge, in that they must return a better educational value
than that offered by similarly priced educational materials [2].
“Clicker games” can be, and most often are [4], created by very
small teams or individuals [64, 38], in very little time [38],
inexpensively and without much expertise.
High Ludic Efficiency

Another problem is the inherent conflict arising when a text
labelling tool is used as a game. Challenge in a game is artificially introduced in the form of internal goals, for the sake
of entertainment. Annotation tools, however, are designed to
reduce the challenge of achieving an external goal [53]. This
dissonance in design aims is nicely summarised by the idea
that if games were good tools/applications, they would simply
be a “Win game” button [12]. In game design terms, this could
be referred to as having a high ludic efficiency, but also clearly
not a “fun” interaction [63] by the definition of Flow [15]. In
the vast majority of game design, achieving a ludically optimal
experience means introducing additional artificial challenges
in line with the players skill level. However, this is counterintuitive when designing an annotation tool. Introducing an
additional artificial challenge could constrain annotators contribution to the bounds of their ability to complete the artificial
challenge, rather than the primary external annotation goal.
For example, whilst many find shooting games enjoyable, the
designer of a GWAP would not want to sacrifice annotation

quality or quantity by introducing such a mechanic if it hindered good annotators ability to provide labels because they
had a poor aim. Introduction of a game mechanic into GWAPs
that may disrupt the primary task has been termed “orthogonal game mechanics” [69]. Clicker games give an illusion of
challenge whilst having a high ludic efficiency, making them
suitable for adaptation into tool like systems.

Metrics

A final, but key similarity between F2P games and annotation
games relates the way that they are evaluated.
A number of Key Performance Indicators have been proposed for F2P games, to track the effectiveness of their design
and marketing strategy throughout the player lifetime [75, 1].
We have argued elsewhere [10] that these metrics, some of
which–such as ALP and throughput–were already proposed
for GWAPs by [73], are a very effective way of evaluation
GWAPs as well. GWAPs so far have been primarily evaluated
with regards to the quantity and quality of the final output.
Even easily computable statistics relating to user retention and
engagement are regrettably under-reported [10].
A key concern for F2P games, and for GWAPs as well, is a
game’s ability to attract players. This is measured by the Daily
(and Monthly) Active Users, which as their name suggests
measures the number of players in a given day or month [75,
1]. This ability to attract players is particularly important in
relation to specific marketing campaigns and their cost. This is
supported by metric such as Cost per Installation or Cost per
Acquisition, the cost of a campaign divided by the number of
player installs it yields.
Having successfully recruited an audience of players, both F2P
games and GWAPs need to convert those players into players
that either produce revenue, in the form of small purchases for
F2P, or work for GWAPs, measured as conversions [1].
Players that have been successfully recruited need to be retained. This is calculated using the retention rate, that represents the percentage of players that have continued to play in
a given time period, or conversely churn rate, those that have
left [75, 1]. Similarly, the previously mentioned MAU and
DAU can be used collectively to provide a measure of “stickiness”. Dividing DAU/MAU gives a ratio of monthly users that
turn into daily users [1].
Having acquired players and converted them into paying players, the revenue can be assessed. Average Revenue Per Daily
Active User factors in the DAU measurement to calculate the
revenue per user by dividing the total revenue per day by users.
There are also more granular measures that assess an individual customer’s returns such as Lifetime Value, that predicts
the net profit from a customer going forward, minus the cost
of their acquisition. [75, 1]
Our view is that GWAPs, like F2P games, should focus on
metrics that consider cost effectiveness throughput and the
ability to gather and retain large audiences of players/workers
[75, 73]. This led us to adapt [10] and apply [50] F2P metrics
for GWAPs where the returns examine the work done, rather

than a financial return. We use the metrics discussed above to
evaluate the system proposed in this paper.
Ethical Issues

Also shared between by both developers of GWAPs and developers of F2P games (at least the most responsible ones)
is a concern regarding the potential negative impact of such
games on the well-being of their players. Concerns related
to video game addiction [62] long precede internet games, or
the consideration of internet gaming disorder as an officially
recognised disorder [5]. However, modern revenue models like
F2P have lead to far more aggressive strategies that have directly been linked to internet gaming disorder [16]. One cannot
responsibly discuss the application of design choices inspired
by the F2P revenue model or SNGs without addressing such
ethical considerations. We discuss below the steps taken in
this work to avoid the most serious among such issues.
TRAINING THROUGH PLAYING

Linguistic competence is characterized in terms of distinct
levels of analysis, such as phonetics, phonology, morphology,
lexical knowledge, syntax, semantics, and discourse [21]. The
ability to use language at one level of analysis requires competence at the lower levels: most relevant for our purposes,
understanding the concept of a noun phrase requires understanding what a noun is. But these competencies are typically
seen as distinct. In the context of game design, it has been said:
“New data is all it needs to flesh out a pattern. A new experience might force a whole new system on the brain, and often
the brain doesn’t like that. It’s disruptive.” [42]. We propose
therefore that the training required to understand linguistic
concepts at a lower layer is best achieved through a separate
game, so as not to “force multiple patterns on the brain”.
The game presented in this paper, WordClicker, is part of a
pipeline of games designed to collect data at the different
levels of linguistic analysis while at the same time teaching
the players language skills of increasing complexity, from
simple tokenization to discourse analysis [51]. WordClicker
was developed to teach players about nouns while collecting
judgements about part-of-speech tags.
Learning using drills, flashcards, or generally learning by rote,
remains the preferred method in modern Mobile Assisted Language Learning (MALL) with the most popular apps [31] such
as Duolingo [60], Busuu and Memrise [36] using spaced repetition algorithms that calculate the optimal interval with which
to test a player to ensure long-term memory. We believe that
the compelling yet highly repetitive nature of clicker games is
an engaging approach to the often otherwise tedious process
of learning by rote [54].
Use of a derivative game mechanic can be used to construct
an environment for formative assessment. A one-to-one mapping between concepts and resources results in the player not
being awarded resources for concepts they fail to comprehend. The game will effectively be encouraging them to invest
more time practising the unfamiliar concepts. For example, in
the case of WordClicker, players that only understood nouns,
would be consistently lacking the pronoun and proper noun

resources/ingredients. This is quite gently enforced in WordClicker, but one could modify this depending on the training
requirements. For example, making combinations of ingredients a requirement to progress (e.g. players must acquire
nouns and pronouns).
WordClicker
In this section will will discuss the design of WordClicker, an
annotation game for part-of-speech tagging based on clicker
game mechanics.
WordClicker is a web-based 1 , desktop and mobile friendly,
one-player game in which a player learns the classes of words
(parts of speech) by playing a baker that gets her/his ingredients by clicking on words associated with those ingredients.
The core game mechanics is simply classifying individual
words into classes (associated with ingredient jars) by clicking
on them, a mechanics that we expect to be transferable to the
majority of word-labelling tasks, such as named entity tagging.
In the learning version analysed here, if the players are correct,
after clicking they get ingredients, that are used to make the
cakes. The game is very simple, and took approximately two
weeks for one person to develop.

Figure 6. WordClicker- Tutorial

Gameplay

To begin with, the player is shown details of the task they will
be performing with a short explanation (shown in Figure 5).
When they press play they are presented with an interactive

Figure 7. WordClicker- Instructions

Figure 5. WordClicker- Introduction

tutorial that takes them through basics of the game (shown in
Figure 6). They can repeat this tutorial and view additional
instructions regarding the classes at any point (shown in Figure
7). During gameplay, the player is shown a single sentence at
a time (see Figure 9). They can advance to the next sentence by
using the “Next sentence” button. Once players have earned
a sufficient amount of in-game credits they unlock and are
offered the opportunity to progress onto a language resourcing
game (see Figure 8).
Mechanics

In this section we zoom in on the gameplay, focussing on the
core game mechanics, ordered according to their place in the
incremental game design loop.
1 https://wordclicker.com/

Figure 8. WordClicker- Progression

Action step

In the action step of the game loop, the player collects the
resources (ingredients). To achieve high ludic efficiency, the
user interaction simply involves selecting the appropriate ingredients jar (category), then selecting one or more words in
the sentence that are of that ingredient (category). The incremental game design eliminates the need for adding orthogonal
mechanics (e.g. shooting the appropriate tokens).
The accumulating ingredients are shown in their respective
jars. An animation is used to show the ingredient moving from

the token to the jar. The correctly marked token is then shown
with a shimmering effect.
Wait Step

In the wait step of the loop, cakes are automatically produced
and sold in the quantity specified by the current multiplier
(in the generator) giving the player a reward. Resources that
the player has gathered (cake ingredients), are consumed synchronously and added to the cakes when available. This relationship is illustrated to the user through an animation that
shows ingredients leaving the jars and moving to the cake
and the ingredients being shown on the cake itself. The more
ingredients a cake has, the more it is worth. The player is
shown the cakes potential worth and their current worth in
the game. This is designed to encourage the player to explore
all of the labelling categories currently available to them, to
maximise their potential gain by leveraging the notion that
players do not want to waste their purchases, known as the
sunk-cost fallacy [67, 46]. Here we are using a avoidance
fixed interval schedule with an underlying fixed avoidance
schedule (known to be suitable for a slow but steady response)
[46] to soften it. That is, the players receive a reward based on
their investments regardless, but they receive far less reward
unless they manage to continue to steadily find ingredients.
Here we are directing players towards marking labels.
In some games, the wait part of the loop would block, preventing the user from taking another action. Here, the wait is nonblocking to encourage players to continue to annotate whilst
the ingredients are being consumed. This short non-blocking
game-loop is also designed to appeal to inclusive-play, allowing the game to be easily picked up and put down without a
long time commitment.

obscured in the store until the player has almost sufficient
funds, and a progress bar shows how close the player is to
being able to purchase that reward (Figure 9). Here again, we
direct players towards marking labels.
As the game progresses the player also has the opportunity
to purchase additional labelling categories. This allows for a
configurable, self-paced player progression.
Penalizing incorrect responses

When the player labels incorrectly one of their purchases,
if available, becomes damaged. This negative reinforcement
leverages the players loss aversion to encourage considered
annotation. This also has the natural effect of only penalizing
players after they have been playing for a while and have
likely understood interacting with the user interface. At the
beginning, up until the point they start making purchases,
they are just given feedback. This is an unusual approach
in an incremental game, as such games normally only offer
positive rewards of various sizes. Our motivation for using a
negative reinforcement is that should this design be transferred
to a GWAP, the absence of any penalty would most likely
encourage a gameplay strategy in which the player clicked
all tokens quickly in search of the correct label, leaving the
annotation process to chance. This, in turn, would result in an
imbalance of high recall and very low precision.
A more descriptive feedback is given in the form of a text
notification message that appears in the bottom left hand corner
and a flashing red outline on the token (shown in Figure 9).

Reward

We require no action (e.g. harvesting) on the part of the player
to receive their reward. However, there is a deliberate disconnect between the resource that is gathered and the virtual
currency (known as a derivative game [4]) to add an additional
opportunity for control that is utilised, as described in the wait
step, to motivate the player to label all the categories.
Upgrade

Upgrades are purchased from the shop by the player investing
their primary reward and affect the game in two ways. They
can either, increase the generator multiplier or increase the
quantity of resources produced by correctly applying a label.
These purchases effectively either increase gameplay interaction speed, or slow down the interaction game whilst preserving the reward. This gives the player an added choice. The
faster player may opt to invest more in upgrades that increase
the multiplier and ingredients consumption. The slower player
may favour investing more in upgrades that produce more
ingredients, so they do not regularly find themselves in the situation where all of their ingredients have been consumed. The
cost of each upgrade increases indefinitely, providing potentially infinite gameplay, and exponentially, with each purchase
(in line with typical idle game formulas [57]).
Leveraging the goal-gradient hypothesis that players exert
more effort when approaching a reward [46], upgrades are

Figure 9. WordClicker- Gameplay with errors and feedback

Annotated data

When running in training / learning mode, WordClicker requires a previously annotated corpus. This annotated corpus
had to satisfy several requirements. The copyright licence has
to be such that we can present the texts in the game; the partof-speech annotation has to be of good enough quality as to be
usable for training; and ideally the texts should be interesting
to read. The GUM corpus [78] chosen as it meets these criteria.
In GUM the part of speech tags were labelled by hand and the
annotations were checked by experts.
ETHICAL CONSIDERATIONS AFFECTING THE DESIGN

In this Section we discuss the aspects of the game design more
directly motivated by ethical considerations. In particular, we

discuss aspects of the design related to so-called dark patterns in ‘Ville games, classified into three groups: temporal,
monetary and social-capital based [77].
Temporal
Grinding

Grinding is a mechanic that sees the player performing a repeated activity over and over, investing time as opposed to
skill. This allows the game designer to pad out the game out
to extend its duration without introducing new features [77].
This is very common in massively multiplayer online role playing games (MMORPG) and social network games [48]. The
criticism is that players may not be able to judge how much
time is likely to be demanded of them [77]. However, many
take the view that grinding is a necessary part of any game
with infinite gameplay [55, 14]. Both incremental games and
GWAPs unavoidably feature grinding as a key part of their design. WordClicker, like most GWAP designs and incremental
games, does feature grinding heavily.
Playing By Appointment

Playing By Appointment is the practice of applying the sunk
cost fallacy, which punishes the player by destroying the resources they have spent time gathering or invested in, unless
they return to the game to collect them at a certain time [45].
The strong effect of loss aversion trains the player to return
regularly to ensure long term retention [48]. This normally
appears in the form of harvesting/withering. This pattern is criticised for forcing players to orientate their real world schedule
around their gameplay as opposed to fulfilling their personal
desires to play [77]. Aside from increased long term retention,
the potential benefits for application in a GWAP would be
a means of offering delayed reward. However, this is potentially harmful, therefore WordClicker does not make use of a
harvesting mechanic.
Monetary

It would seem that the biggest ethical questions and problems
occur in monetization, particularly when designers conflate
the notion of in-game time with real world money [34, 14].
No financial transactions take place in WordClicker; however
it is still important to consider potential problems in this area.
GWAPs extract value from players in terms of work rather than
money. GWAPs and gamification have also been the subject of
extensive ethical discussion [77, 7]. Regardless of how value
is extracted from players, it is important that it is done so
responsibly and fairly.
Examples of potentially harmful strategies in this area include
pay-to-skip and pay-to-win. Pay-to-skip encourages players
to pay to skip grinding or, in some cases, slowly increasing the
difficulty of the game until they are forced to pay to continue.
Pay-to-win encourages players to purchase items that give
them an advantage over other players or some status [77].
Many game studios [26, 20] have now dropped such strategies
over ethical concerns. WordClicker does not have any sudden
changes in pace or progression that demand heavy workloads
from players to allow them to progress or enhance their status.
In fact, whilst our results show that players have an inclination

to continue to work throughout the game, they can progress
without working at all.
Another questionable, more recent practice in the area of monetization, is that of loot boxes [79], which bear such resemblance to gambling [79] that they are the subject of new gambling legislation in many countries [33]. These are indicative
of an ongoing convergence between games and various gambling like themes [24] that we also avoid in this work. This
raises another concern that there is a potential for such games
to lead players into gambling, although studies currently seem
to indicate that there is no such link [49].
Social-Capital Based

WordClicker does not make use of any social features so we
look only very briefly at the potential issues regarding their
application in this work.
The most common approach here is the application of social
obligation. A game requires a player to recruit their friends,
and for those friends to play the game for the player to advance,
who are in turn required to invite more friends, in what has
been described as a “Social Pyramid Scheme” [77].
Our Deployment

These game design and wider genres (e.g. ‘Ville games and
MMORPG’s) are experiences people enjoy. The general justification for application of the more aggressive design choices
seems to be to assume cognizance on the part of the user
[48, 20]. But many players fall victim to certain strategies,
contributing disproportionately to their peers, which can have
severe reprocussions on their lives [59]. There is still much
work to be done to understand the ethical design and implications of modern games. We hope that none of the choices we
have made in our design can have a negative impact. To try and
mitigate any issues we have done our utmost to be transparent
about the nature of WordClicker and the experience players
should expect.
True to the satirical style of clicker games, and unlike games in
the parent genres, we took a sterilised version of the mechanics, free of social integration, payment or sudden requirements
to progress (pay-to-win), and lay them out in the open [39]
to deliver a very obvious version of the compulsion loop. To
further ensure this awareness, we selected popular portals with
means of marking games (tagging/categorisation) as “Incremental Games” (or similar). The nature of the game is also
reflected in its name. We would therefore expect that the player
is conscious of the nature of the experience they can expect,
and that this is something they have sought out, possibly as an
alternative to a F2P equivalent.
It would be naive to image that just because WordClicker is
transparent about its nature, does not apply social features or
take money from players that there are no ethical implications,
but we have approached our implementation as cautiously as
possible. There are many opportunities to extend this work
that have been deliberately avoided pending further investigation of ethical considerations. Despite the numerous benefits
and opportunities, we urge objective and judicious caution on
behalf of future designers applying and extending this work.

EVALUATION

Lifetime Judgements (Tokens) (LJT)

We tested the game by making it available to a particularly
discerning community of game creators and players via three
indie games portals: NewGrounds 2 , Kongregate 3 and itch.io
4 . Over 70 days, 590 players played, many returning to play
more than once, in 721 sessions. We evaluate these results
using the aforementioned F2P metrics. As already mentioned,
it is difficult to compare our results with those of other GWAPs
as virtually no other game provides comparable metrics, so
we will provide values for those metrics for the one GWAP
for which (a subset of) such metrics were published, Verbosity
[74], but the reader should be aware that this is not meant to
be a proper comparison.

Many players return to play in more than one session. LJT is
similar to AJT, but for all of a players sessions (their lifetime).
The maximum number of tokens annotated by a player over
their lifetime of play was 790. Indicatively, In comparison,
players of Verbosity, one of von Ahn’s original GWAPs designed to collecting common sense facts, are reported to have
provided on average 29.47 judgements per player [74].

45.85

RESULTS

The charts describing player contribution (i.e. average judgements per player and lifetime judgements) are shown with a
logarithmic axis as, as expected, the data loosely conforms to
a power law distribution.
Average Judgements (Tokens) Per Player

Figure 12. Lifetime Judgements (Tokens) (LJT)

32.17

AJT is the average number of tokens marked with a part-ofspeech tag per player, per gaming session. The maximum
number of tokens marked in a single session was 763.

Lifetime Judgements (Sentences) (LJS)

11.85

LJS is like LJT, but for sentences viewed. The maximum
number of sentences viewed by a player over their lifetime of
play was 212.

Figure 10. Average Judgements (Tokens) Per Player (AJT)

Average Judgements (Sentences) Per Player

Figure 13. Lifetime Judgements (Sentences) (LJS)

8.31

AJS is the average number of sentences viewed per player, per
session. All players view at least one sentence. The maximum
number of sentences viewed in a single session was 212.

Average Session Length (ASL)

25mins 17.3secs

ASL is the average length of a play session. Indicatively, the
average session length for Verbosity players was 23.58 minutes
[74].
Training

Figure 11. Average Judgements (Sentences) Per Player (AJS)
2 https://www.newgrounds.com/
3 https://www.kongregate.com/
4 https://itch.io/

To test whether WordClicker improves players’ understanding of the task as they played, we calculated the accuracy
of their labelling on each consecutive sentence they labelled
against the selected corpora discussed earlier. Figure 14 shows
the cumulative moving average of all player accuracies for
each round and the number of players that were playing at
that round for the first 20 rounds of play. We do not count
rounds/sentences in which the player did not label any tokens.
To account for the possibility that players that continue to play
were of a high skill level and disproportionately effect the
learning rate, Figure 15 shows the learning rate only for the
players that completed at least 20 rounds.

von Ahn could be adapted for this context. For instance, we
could supplement the output-agreement method. The original
output-agreement game was capable of supporting a single
player game, by replaying a previous player’s labels on the
same content [72]. We could adopt this idea.

Figure 14. Average player accuracy over multiple rounds

A third option is to reward judgements retrospectively once,
subject to aggregation of player labels, a reasonable level of
certainty has been attained. Delayed rewards are an easy fit
into F2P games where they commonly take the form of return
triggers [48]. These return triggers have the added benefit of
having a positive effect on player retention. This is the main
strategy adopted in Phrase Detectives, where most points are
awarded through validation.
RELATED WORK

Figure 15. Average player accuracy over multiple rounds for only players that have played 20 rounds

As already mentioned, to our knowledge WordClicker is the
first deployed GWAP based on the clicker mechanics. This
is rather surprising, given how naturally such mechanics fits
the requirement of GWAPs. Therefore, even though we were
pretty confident we would have been aware of such proposals given that we have been developing GWAPs for NLP for
over ten years, and have been organizers or co-organizers of
the main event on GWAPs for NLP for the last few years,
GAMES4NLP5 , and had never found any other similar proposal through previous searches, on recommendation of the
reviewers we carried out a more systematic search. Specifically , we searched on both Google and Google Scholar, using
all combinations of one of ’clicker game’ and ’incremental
game’, and one of ’game-with-a-purpose’ ’gwap’ and ’von
Ahn’. No match was found except for a game called Particle Clicker6 developed by some undergrads at a hackathon at
CERN in 2014 but never evaluated and never used since.

DISCUSSION
Enjoyability

GWAPs are typically evaluated with regards to the amount
of data they produce rather than their enjoyability, so there
aren’t many previous results we can compare to, but for those
few cases when such figures are available (Lifetime Judgements, Average Session Length) the results reported in the
previous Section are very encouraging and appear to suggest
that we succeeded in designing an annotation game for text as
enjoyable as the original games developed by von Ahn.
Using WordClicker to annotate data

In this paper WordClicker was only evaluated in a training/assessment mode, but actual GWAPs alternate between
this mode and annotation mode, in which data are collected.
(E.g., Phrase Detectives alternates between feeding players
gold data and data for which no annotation already exists.) In
this Section we briefly discuss the steps that we (or somebody
else wanting to use the WordClicker for this purpose) would
need to take to introduce an annotation mode.
The one difficulty to be addressed when using the game for
data collection is how to award points when the answer is
unknown. A number of mechanisms for doing this have been
proposed in the literature. In particular, Von Ahn proposed
a number of methods for games involving two players [73].
Clicker games are single player, but the methods proposed by

CONCLUSION

In this work we present an adaptation and application of clicker
game mechanics to address the challenging design space of
text labelling in games. To be considered a truly effective
approach and useful for integration into a GWAP, a text labelling game and its constituent mechanics should be capable
of acquiring players alongside traditional games. We test the
effectiveness of this approach by making the game available to
discerning game players/creators on indie games portals and
evaluating with adapted F2P metrics. There are very promising
results. In some cases, where available and comparable, we
show an improvement over statistics presented for one of the
original GWAPs.
In addition, we propose the idea of using a separate game for
training players before they proceed to a GWAP. Here we show
a steady improvement on average player ability over time.
Future research may adopt one or more of the methods in the
literature discussed, to test WordClicker directly as a GWAP.
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