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Abstract
In this chapter, social networking platforms are explored to see whether they
can be a useful resource for biomonitoring; more specifically do they contain
reliable biodiversity data and to what extent can we extract that information,
both by analysing conversation threads and understanding how groups of people
solve image classification problems.
A corpus of messages was analysed from Facebook containing 39,039 conversation threads. Social network groups that were set up specifically for users
to exchange biodiversity information show a high workrate, fast response time,
short message lifespan and more in-thread activity and discussion. Image classification tasks posted in these groups get a fast reply, elicit more data from users
and are more likely to have the task completed. Users distribute work unevenly
(the top 20% of users do 88.4% of the work), following a Zipf distribution.
This technology offers researchers a new opportunity to gather biodiversity
data; however, it is not without its challenges. Tasks posted in such groups
tend to be difficult to solve; however, the resultng labelling quality is very high
when compared to experts and to other approaches. Automatic processing in
some form for these types of data is essential given the rate of increase of data
being added every day to social networking platforms; however, this is a complex
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problem due to informal language use and access to the data.
Keywords: Facebook, social media, groupsourcing, crowdsourcing, image
labelling, social networking, citizen science, species identification

1. Introduction
By 2050 all coral reefs are estimated to be at risk from human activities
including tourism, coral mining, pollution, overfishing, canal dredging and the
warming and acidification of oceans [1, 2]. Given the current global priorities
of economic growth, energy security, threats of terrorism, and pandemics1 there
is not likely to be a change in policy or increase in funding for conservation
monitoring or research. It is apparent that we need more radical solutions for
monitoring biodiversity that can collect vast amounts of data and process it for
actionable knowledge without incurring the costs of traditional research.
A solution is born from one of the threats itself: the increasing popularity
of recreational SCUBA diving. Coupled with the affordability of underwater
digital camera equipment, more data are being created and shared in informal
ways, such as on social networking platforms2 , with data being annotated by an
enthusiastic community on a scale never been seen before. With more ecosystems being casually monitored by the public in this way a huge resource is being
created and this research lays the foundations for developing a full-scale solution
to the problem of global ocean biomonitoring with the collective data of social
networking platforms.
In response to these challenges, this research investigates whether social networking platforms can be a useful resource to monitor wildlife; more specifically
do they contain reliable biodiversity data and to what extent can we extract
that information, both by analysing conversation threads and understanding
how groups of people solve image classification problems. Section 2 discusses
1 https://g20.org/wp-content/uploads/2014/12/brisbane
2 Social
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networks in this context refer to software applications that allow Internet users to

share information, photos and videos (referred to as social media).
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Figure 1:

An image of a school of Red Sea Bannerfish, highlighting some of the difficulties

when identifying and counting objects (in this case fish), such as partial objects (A), occlusion
(B), rotation, contrast and depth of field (C).

different approaches to using groups of people (referred to as a crowd) for data
collection and labelling tasks and proposes that social networking platforms can
be seen as such a system. Examples of how people are using these platforms
for monitoring biodiversity are discussed in Section 3 before analysing data
for a specific example of image labelling (Section 4). Using social networking
platforms in this way is discussed in more depth in Section 5 and an example
application is presented in Section 6.

2. Related Work
Collecting the primary data to determine conservation management practices is a resource-intensive and time-consuming process in which traditionally
the data are collected by a team of researchers in the field who subsequently
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spend numerous hours labelling the data, such as identifying and classifying
habitats, species and behaviour. These efforts would perhaps be validated by
other experts and inconsistencies (see Figure 1) would be resolved. However,
other methods can be used to create large-scale data resources, with high-quality
labelling of information about the data, such as approaches that use groups of
people to solve a particular problem or task. This can be achieved by developing structured systems for collecting data or by data mining and information
extraction.
Information (labels) can be added to data in a number of ways:
1. at the point of creation, most usually by the person who created the data,
but also by the device that was used (for example, a camera will record
metadata with every image taken which includes information about the
manufacturer of the camera, the lens settings, GPS coordinates, etc);
2. by automatic processing by applying algorithms that try to interpret the
data (although this may be error-prone and require supervision from administrators);
3. manually after the data have been created via a labelling task.
Images can have different labels applied to them: the entire image can be
labelled; regions can be labelled; or specific objects can be outlined and labelled
(see Figure 2).
2.1. Automatic image classification
Analysis of marine species in images has recently become important due to
the increasing use of Autonomous Underwater Vehicles (AUV) that can collect
data for many hours at a time. These images are either very numerous or very
complex in their content, or perhaps both, making it impossible for human
annotators to assess the contents of images on a large scale.
Categorising and classifying images, as well as the entities contained within
them, has been the long-term goal for computer vision [3]; however, only in
the last few decades have screen-based images and digital photography made
4

Figure 2: Three images showing the different styles of image annotation: entire image labelled
(A); regions labelled (B) and object outline labelled (C).

image classification so ubiquitous, and so important. It is therefore not surprising that automatic image annotation is an active area of research [4] with
specific industry-supported tracks, such as Yahoo’s Flickr-tag challenge at ACM
Multimedia 2013.3
Gold standard image datasets, where the true label has been confirmed by
expert annotators, exist for images of wildlife, such as Caltech-UCSD Birds 200,
a repository of 200 species of birds displayed in 6,033 images [5]. Such datasets
are used to train machine learning algorithms to identify visual features within
images and map them to labels and concepts. More recently, there have been
ImageCLEF challenges focused on automatically identifying species of fish from
video still images.4
For easy-to-identify taxa, automatic systems achieve comparable results to
that of experts; however, more difficult groups present problems for both approaches. Efforts to classify the habitat shown in an image by automatic recognition have shown some success at the broadest classification levels, such as iSIS
which achieves 84% overall accuracy [6] and DiCANN which achieves 90% accu3 http://acmmm13.org/submissions/call-for-multimedia-grand-challenge-solutions/

yahoo-large-scale-flickr-tag-image-classification-challenge (accessed 27 August
2017)
4 http://www.imageclef.org/2014/lifeclef/fish (accessed 27 August 2017)
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racy for easy-to-classify images [7]. Other efforts have reported higher accuracy
of 92-95% with semi-supervised classification [8].
It has been suggested that ‘obtaining genus or species level data from even
the highest quality digital images is very challenging and not without the possibility of human error’ and that machine learning will be limited by the gold
standards used for training [9].
2.2. Collecting and labelling data with a crowd
Crowdsourcing is an approach to replace the work traditionally done by a
single person by the collective action of a group of people via the Internet [10].
Crowdsourcing has established itself in the mainstream of research methodology
in recent years using a variety of approaches to engage humans to solve problems
that otherwise could not be solved. One such task is the labelling of images for
creating gold standard datasets for training machine learning algorithms.
2.2.1. Peer production
Peer production is a way of completing tasks that relies on self-organising
communities of individuals in which effort is coordinated towards a shared outcome [11]. The key aspects that make peer production so successful are the
openness of the data resource being created and the transparency of the community that is creating it [12, 13].
People who contribute information to Wikipedia are motivated by personal
reasons such as the desire to make a particular page accurate, or the pride in
one’s knowledge in a certain subject matter [14]. This motivation is also behind
the success of citizen science projects, such as the Zooniverse5 collection of
projects where participants work on tasks including identifying astronomic objects, tagging wildlife in footage from motion sensitive cameras and transcribing
ship’s logs. The scientific research in these projects is conducted mainly by amateur scientists and members of the public [15]. The costs of ambitious data
5 https://www.zooniverse.org
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labelling tasks are also kept to a minimum, with experts only required to validate a small portion of the data (which is also likely to be the data of most
interest them).
Some citizen science projects get members of the public to classify objects
in images taken from ROVs (Remotely Operated Vehicles)6
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, whilst others

require the users to supply the source data as well as the classification.9
11

12

13
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The quality of citizen scientist generated data has been shown to

be comparable to that generated by experts when producing taxonomic lists
[16] even when the task is not trivial [17]. Citizen science efforts at labelling
marine images show high accuracy for complex tasks, such as measuring scallops
in images from Seafloorexplorer, with contributions correlating to expert labels
created under the same conditions.14
Question answering systems attempt to learn how to answer a question automatically from a human, either from structured data or from processing natural
language of existing conversations and dialogue. Here we are more interested
in Community Question Answering (cQA), in which the crowd is the system that attempts to answer the question through natural language, such as
StackOveflow15 and Yahoo Answers.16
Image classification in a cQA format is common in SCUBA diving forums17 ,
but can suffer from not having a broad enough community of users to answer
6 http://www.planktonportal.org
7 http://www.seafloorexplorer.org
8 http://www.subseaobservers.com
9 http://www.projectnoah.org
10 http://www.arkive.org
11 http://www.brc.ac.uk/irecord
12 http://observation.org
13 https://www.inaturalist.org
14 http://archive.is/20150703012530/blog.seafloorexplorer.org

(accessed 27 August

2017)
15 http://stackoverflow.com
16 https://uk.answers.yahoo.com
17 https://www.scubaboard.com/community/forums/name-that-critter.360 (accessed 27
August 2017)

7

the questions. Social networking platforms follow a similar cQA dialogue style
in which threads may contain true classification tasks (a question is asked and
is answered) or implied tasks (the post is augmented with additional data).
2.2.2. Microworking
Amazon Mechanical Turk18 pioneered microwork crowdsourcing by using the
Web as a way of reaching large numbers of workers (often referred to as turkers)
who get paid to complete small items of work called human intelligence tasks
(HITs). This is typically very little, in the order of 0.01 to 0.20 US$ per HIT.
Some studies have shown that the quality of resources created this way
are comparable to that of resources created by experts, provided that multiple
judgements are collected in sufficient number and that enough post-processing
(removing poor quality judgements, spam, etc) is done [18, 19].
A reported advantage of microworking is that the work is completed very
fast. It is not uncommon for a HIT to be completed in minutes, but this is
usually for simple tasks. In the case of more complex tasks, or tasks in which
the worker needs to be more skilled, e.g. translating a sentence in an uncommon
language, it can take much longer [20]. Microwork crowdsourcing is becoming
more common for creating small-scale resources and addressing image labelling
problems [21], but is prohibitively expensive on a large scale.
2.2.3. Gaming and games-with-a-purpose
Generally speaking, a game-based or game-with-a-purpose (GWAP) crowdsourcing approach uses entertainment rather than financial payment to motivate
participation. The approach is motivated by the observation that every year
people spend billions of hours playing games on the Web [22]. The approach
showed enormous initial potential, with the first, and perhaps most successful,
image labelling game called the ESP Game attracting over 200,000 players who
produced over 50 million labels [22]. Players of this game were asked to provide
18 http://www.mturk.com
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a label for an image and if it matched the label provided by another player they
both score points. Other image labelling games include the Puzzle Racing game
[23] and the two stage game (called Infection and Knowledge Tower) for validating image concepts [24]. A GWAP approach to classifying images of wildlife
(moths) called Happy Moths also showed good accuracy [25].
2.2.4. Social computing and social networks
Social computing has been described as ‘applications and services that facilitate collective action and social interaction online with rich exchange of multimedia information and evolution of aggregate knowledge’ [26]. It encompasses
technologies that enable communities to gather online such as blogs, forums
and social networking platforms, although the purpose is largely not to solve
problems directly.
Increasingly, social networking platforms are being used to organise data, to
pose problems, and to connect with people who may have solutions that can be
contributed in a simple and socially-convenient fashion. Facebook19 has been
used as a way of connecting professional scientists and amateur enthusiasts with
considerable success [27, 28]. However, there are drawbacks with this method of
knowledge sharing and problem solving: data may be lost to people interested
in them in the future and they are often not accessible in a simple way, for
example, with a search engine.
Social network crowdsourcing is distinguished by several features:
1. data and tasks are created by the users;
2. input is unconstrained and developed in series whilst simultaneously validated by the users themselves;
3. users are inherently motivated, socially trained and work collaboratively;
4. the output is immediately accessible and beneficial to all, with users receiving recognition for their efforts.
19 https://www.facebook.com
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This chapter focuses on using social networking platforms for collecting biodiversity information and performing related tasks, such as image labelling, on
a large scale.

3. Examples of biomonitoring using social networking platforms
Social networking platforms can be used in different ways to give insights
into wildlife behaviour, distribution and morphology. Users of such networks
leverage the functionality of media applications that are best suited for their
purpose, if not originally intended by the developers of the systems.
Flickr20 is a popular social networking platform for users to upload, share and
tag images. The site is intended to be archival and media-rich, displaying users
interesting images as if in an art gallery. The images, tags and location data
can be accessed simply through the application programming interface (API),
allowing analysis of species distribution to be performed [29, 30]. Additionally,
sophisticated tagging tools allow users to develop libraries of images specifically
for demonstrating morphological features.21
Conversely, Twitter22 which is another well-used social network platform
allows users to share “tweets” containing text and images. Only a small proportion of these data can be accessed through the API, with time restrictions,
but can be filtered by location of the user and keywords making it a useful
resource for monitoring up-to-date occurrences [31, 32].
Although both Flickr and Twitter allow discussion between users in some
form, the most popular platform is Facebook (over 79% of adults use Facebook
compared to 24% for Twitter).23 Facebook has a vast resource of uploaded
images from its community of users, with over 250 billion images, and a further
350 million posted every day. Images of things (rather than people or places)
20 https://www.flickr.com
21 https://www.flickr.com/photos/56388191@N08/albums

(accessed 24 August 2017)

22 https://twitter.com
23 http://www.pewinternet.org/2016/11/11/social-media-update-2016

gust 2017)
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(accessed 24 Au-

that have been given captions by users only represent 1% of these data, but
it is still of the order of 2.6 billion images.24 Facebook allows users to create
complex threads of discussion which may be related to different posted media
and the community uses this functionality in a number of ways:
3.1. Identifying species in an image
One of the first uses of social networking platforms in the context of monitoring wildlife was the identification of species by discussing morphological features
and the tagging in experts to help [27]. This is perhaps now the most common use, where a user posts an image and requests the community to provide
an identification (and perhaps additional information), for example Seasearch
Identifications.25 Such requests may be made as part of a wider data collection
scheme or out of personal curiosity. This behaviour is discussed and analysed
in more detail in Section 4.
3.2. Identifying new species
In the process of identifying species uploaded by users, occasionally a user
may unknowingly upload an image of something that nobody can identify. These
interesting cases spark much discussion regarding morphology and taxonomy,
and may ultimately lead to further research to discover new species [28]. Unlike
traditional monitoring schemes where a species classification must exist before
a observation can be classified, the discussion can indicate to the community
that the taxonomic classification of the species may not be certain and that a
different way of classifying the image may be more appropriate (such as the use
of common names, referring to a species complex or a reference to a previous
unknown tag or morphospecies e.g., Species A). This was the case for the common NE Atlantic opistobranch Diaphorodoris luteocincta (M. Sars, 1870), that
24 http://www.insidefacebook.com/2013/11/28/infographic-what-types-of-images-

are-posted-on-facebook (accessed 27 August 2017)
25 https://www.facebook.com/groups/seasearch.identifications (accessed 27 August
2017)
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was know to have a white variation and so users were instructed to record observations of the latter as D. luteocincta var. alba. Anatomical characteristics and
molecular analyses eventually showed that the two colour morphs were indeed
two different species [33] and previous classifications could be easily reconciled
because the recording of uncertain observations had been coordinated, in part,
via social networking platforms.
3.3. Requesting observations of a species
The work of users on social networking platforms is largely undirected and
uncoordinated; however, there are some cases where the community can be
tasked with a specific goal. Specific species that may be of interest due to rarity or conservation priority can be highlighted to the community whilst they
are doing their normal activities, or to search through their records for observations that may fit the description. For example, the Group of Research on
Opistobranchs in Catalonia (GROC)26 requested observations for the pelagic
opistobranch Cymbulia peronii Blainville 1818, using the simple post “Did you
find this pelagic species?” and an accompanying image to assist with identification. In response their social network community had 3k reads and provided
four useful observations (pers. comm.).
3.4. Coordinating citizen science schemes
Beyond requesting specific observations, social networking platforms can be
used to coordinate the efforts of users who would traditionally be described as
citizen scientists. A good example of this is the UK Hoverflies Facebook group27
that is the Facebook presence of the UK Hoverfly Recording Scheme.28 Users are
requested to upload images with grid references using online resources29 that allow each observation to be added to the national database. This labour-intensive
26 http://www.opistobranquis.org/en/home

(accessed 24 August 2017)
(accessed 24 August 2017)
28 http://www.hoverfly.org.uk (accessed 24 August 2017)
29 http://www.gridreferencefinder.com (accessed 24 August 2017)
27 https://www.facebook.com/groups/609272232450940
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manual process means the administrators are spending more time processing the
data (estimated to be 25k observations in 2017 from all sources) than assisting
with the community with identifications; however, it has led to some detailed
insights into species distribution and phenology.30
3.5. Observations of presence
Marine Ecological Solutions 31 recently developed an ID guide called Marine
Signs of Life that showed images of indicators of species when they are not
present such as eggs, tubes, siphons, casts etc, for video analysts and in-field
surveyors. The authors of the guide used archival social networking platforms
such as Flickr to find images that were tagged with a species name but without
the species actually being present in the image. Additionally, they used custom
search functionality (see Section 6) for Facebook to search through posts of
marine life (pers.comm.).
3.6. Proliferation of changing nomenclature
It is not uncommon for the underlying taxonomic hierarchy of species to
change dramatically, for example, the update to the taxonomic group Chromodorididae [34] that rendered many Web resources and books out of date.
Social networking platforms can be useful for the proliferation and acceptance
of a new taxonomy, although it is beyond the scope of this chapter to discuss
this in any depth. It is notable that taxonomic discussion features frequently in
online discussions with classifications corrected citing online references within
the thread.

4. Analysis of posts about wildlife on social networking platforms
The examples of how social networking platforms are used for monitoring
biodiversity indicate that not only is there considerable interactivity among the
30 http://stamfordsyrpher.blogspot.co.uk

(accessed 24 August 2017)

31 http://www.marine-ecosol.co.uk
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community but also that the information that the users are acquiring is of a
sufficiently high quality to keep them returning to contribute more. Here we investigate two key questions: do the posts on social networking platforms contain
reliable biodiversity data and to what extent can we extract that information.
Similar to crowdsourcing, groupsourcing is defined as completing a task
using a group of intrinsically-motivated people of varying expertise connected
through a social network [35]. A group in this context is a feature of a social
network platform that allows a small subset of users to communicate through
a shared message system. Groups on Facebook are initially set up in response
to the needs of a few people and the community evolves as news from the
group is proliferated around the network in feeds and user activity. The group
title, description and ‘pinned’ posts usually give clear indications as to whom
the group is aimed at and for what purpose. This research focused on three
types of group motivation that were considered likely to contain images with
classifications of wildlife:
1. Task Request (TR) - groups in which users were encouraged to post
messages with a task, e.g. ID Please (Marine Creature Identification)
2. Media Gallery (MG) - groups in which users were encouraged to share
media (image and video) for its artistic merit, e.g. Underwater Macro
Photographers
3. Knowledge Sharing (KS) - groups used for coordination of activities
or for distributing knowledge, research and news, e.g. British Marine Life
Study Society
Groups can also be categorised into those that are specific to a taxonomic
subject (for example NE Atlantic Nudibranchs, appended with -S ) and those
that are non-specific or generalist (for example The Global Diving Community,
appended with -G).
A portion of messages are termed a corpus, and the complete dataset from
a group (stored as multiple corpora) is called a capture (see [35] for further
technical details).
14

Figure 3:

Detail of a typical message containing an image classification task posted on a

social networking platform (in this case Facebook).

The thread of a typical post on a social network platform (such as Facebook,
see Figure 3) is structured:
1. A user posts a message.
2. Users (including the first user) can post a reply.
3. Users can like the message and/or replies including their own posts.
4.1. Data collection and preparation
In order to investigate image classification on social networking platforms,
several social network (Facebook) groups were selected as they were thought
likely to contain good examples. These groups were identified using the inbuilt
search functionality on the platform, group recommendations and checking the
group membership of prominent users in groups already found. Groups that
15

Figure 4:

Distribution of thread types by group category. Groups were categorised by

purpose: Task Request (TR); Media Gallery (MG) and Knowledge Sharing (KS), and by how
specific they were to a taxonomic group (appended -G for general groups and -S for specific
groups).

were sufficiently mature (over 50 messages and over 50 members) were selected
and were categorised according to purpose and generality.32 The total cached
message database includes 34 groups from Facebook containing 39,039 threads
and a total of 213,838 messages and replies. The data were transformed into
an anonymous database so users cannot directly be associated with the data
stored. This use of data is in line with Facebook’s Data Use Policy.33
Messages posted to a group on Facebook can be one of six types: photo; link
(URL); video; a question (in the form of an online poll); a scheduled event; or
just simply text (status)34 although the majority of messages are either ‘photo’,
‘link’ or ‘status’ (see Figure 4).
32 The

group categorisation was done independently by Jon Chamberlain and two postgradu-

ate researchers at the University of Essex. When there was not consensus on the categorisation
(18%), a final decision was made by Jon Chamberlain after group discussion.
33 https://www.facebook.com/full data use policy (accessed 28 August 2017))
34 http://fbrep.com//SMB/Page Post Best Practices.pdf
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Table 1:

Categories of posts with examples of content, conditional on inquisition (question

or statement) and data load (in this case the scientific name of a species in the image).

Category

Content

QUESTION

What is this?

CHECK

Is this Chromodoris magnifica?

NEUTRAL

Great photo from the trip!

ASSERTION

This is Chromodoris magnifica

Table 2: Categories of threads when viewed as a task with solutions.

Category

Message

Reply

None

NEUTRAL

NEUTRAL

Unresolved

NEUTRAL

QUESTION

QUESTION

QUESTION or NEUTRAL

NEUTRAL

CHECK or ASSERTION

ASSERTION

Any

Suggestion

CHECK

Any

Resolved

QUESTION

CHECK or ASSERTION

Implied

The Task Request (TR) and Media Gallery (MG) groups have more photo
type messages posted in them compared to Knowledge Sharing (KS) groups both
in the general and topic-specific categories (TR n(6,350) 62.5%, MG n(17,831)
64.2%, KS n(14,858) 38.0%, p<0.01, z-test). This is not surprising as the primary motivation for posting a message in TR and MG groups (seeking an identification or showing off a picture, respectively) requires an image to be attached.
The KS groups show a more even distribution of message types as motivations
for posting (arranging meetings, sharing research, posting information, etc.) do
not require an image. This makes TR and MG groups better places to look for
image classification tasks.
Image classification on social network platforms, much like Community Question Answering, occurs through the natural language of the message thread. For
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Figure 5: Chart showing the workload (messages and replies) of users of the Facebook groups
analysed, ranked by total workload and fitted to a Zipf power law distribution.

the purposes of this research, messages and replies were categorised by inquisition (question or statement) and data load (a solution to the task, see Table
1), although more detailed schemas [36] and richer feature sets [37] have been
used to describe cQA dialogue. The message and its replies form a thread that
relates to what has been posted (photo, link, etc.). The thread may contain
labels (or related data), irrespective of whether the poster requested them in
the original message, as other users might augment or correct the posts (see
Table 2).
4.2. Data analysis
Analysis of a random sample of 1,000 messages from the corpus showed a
rapid drop in replies to messages after four weeks. Therefore, for the purposes
of analysing thread activity, all messages less than eight weeks old from the date
of capture were ignored to reduce any bias in message activity of newly-posted
and currently-active messages.
4.2.1. User workload
The workload of each user was calculated as a total of all messages and
replies they had posted. The users were then ranked by workload and fitted to
a Zipf power law distribution (R2 =0.957, see Figure 5).
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Table 3: A table summarising groups’ (mean) active users (a user who has posted a message
or reply) and the median and mean workrate (messages/replies per active user).

Active

Workrate

Workrate

users

(median)

(mean)

TR-G

28.0%

4

20.8

TR-S

36.5%

4

22.4

MG-G

20.3%

3

12.8

MG-S

32.4%

4

14.5

KS-G

18.4%

3

20.9

KS-S

38.3%

4

11.4

In addition we find that the top 1% of users (n=79) have contributed 41.6%
of the work, the top 10% of users (n=792) have contributed 79.2% of the work
and the top 20% of users (n=1,583) have contributed 88.4% of the work. 53.5%
of the 14,793 users who were members of the groups had contributed some form
of work.
Whilst the workload is unevenly distributed, social networking platforms
have an active membership, perhaps because the barriers to contribution are
lower than in other crowdsourcing systems.
4.2.2. User activity
User activity was calculated as the proportion of group members that had
posted a message or reply from the total membership at the time of the capture
(see Table 3).
Topic-specific groups have more active users (p<0.05, z-test, see Table 3),
an indication that the community of users in these groups are more engaged
with the subject matter and may even know each other personally (as specialist
research areas tend to be quite small).
The TR groups have more active members who perform at a higher workrate
(p<0.05, z-test, see Table 3) than the MG groups, supporting the idea that users
joining TR groups are more willing to participate actively in problem solving.
19

Figure 6: Chart showing the amount of new threads and new messages/replies being added
to the analysed Facebook groups each month.

Users of MG groups may be more passive by simply enjoying the images being
shared.
It is clear that there is considerable information being added to social networking platforms such as Facebook with a rapid rise in new data being added
each month (see Figure 6).
4.2.3. Thread response time, lifespan and activity
The time to the first response (response time) and time to the last response
(lifespan) were plotted on frequency graphs (see Table 4 and Figures 7 and 8).
5-10% of messages receive a reply in eight minutes. The proportion of messages
with replies beyond 1092:16:00 (6.5 weeks) from the time of the message being
posted (outliers) is small so it makes an appropriate cut-off point for message
analysis to ensure that messages have had a chance to receive all replies. The
graphs show different profiles, indicating that response time is less predictable
than lifespan.
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Table 4:

A table summarising group categories: the proportion of messages that received

a reply; the number of replies (median and mean); the response time (median) for the first
reply (hh:mm:ss); the lifespan (median) of the thread (hh:mm:ss); and the proportion of
outlier replies beyond 1092:16:00.

Received

Replies

Replies

Response

Lifespan

Outliers

a reply

(med)

(mean)

time

TR-G

81.5%

3

4.1

00:28:30

16:26:16

2.3%

TR-S

71.0%

2

3.2

00:48:57

11:55:09

1.5%

MG-G

42.7%

0

1.6

00:58:25

10:25:50

1.4%

MG-S

49.4%

0

1.8

01:59:46

16:39:43

4.0%

KS-G

50.5%

1

2.8

00:28:29

07:34:21

0.6%

KS-S

58.5%

1

2.2

01:24:45

18:12:20

3.1%

General (-G) groups have a faster response rate and a shorter lifespan than
topic-specific (-S) groups for MG and KS (p<0.05, unpaired t-test, see Table 4)
perhaps indicating that users in general groups have a broad interest and make
conversational replies that do not require a task to be solved.
Within topic-specific categories, the TR groups have a faster response time
and shorter lifespan (p<0.05, unpaired t-test, see Table 4) as users of these
groups may anticipate task requests and are primed to submit a reply, especially
if it is an opportunity to demonstrate their knowledge. This would be harder to
achieve in general groups because the task may be too difficult for most users.
Response time and lifespan are influenced by the interface design of social
networking platforms such as Facebook. When messages are first posted they
appear on a user’s news feed and/or notifications and the group wall. Over
time they are replaced with other messages, move down the page until no longer
visible and can only be accessed by clicking for older pages. If a message receives
a reply it is moved back to the top of the page (termed ‘bumping’).
Messages posted in the TR groups have more replies than the other groups
(p<0.05, unpaired t-test, see Table 4). This is unsurprising as these groups are
used for posting tasks that require a response, unlike the more passive nature
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Figure 7: Response time (seconds, log scaled) for a thread.

Figure 8: Lifespan (seconds, log scaled) of a thread.
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Figure 9:

Distribution of image classification tasks by group category. Groups were cate-

gorised by purpose: Task Request (TR); Media Gallery (MG) and Knowledge Sharing (KS),
and by how specific they were to a taxonomic group (appended -G for general groups and -S
for specific groups).

of other groups. This makes the TR groups a good candidate for crowdsourcing
because more users are potentially involved in the classification task.
4.2.4. Task distribution
In order to assess the quality of data that could be extracted, and to investigate the distribution of the tasks within the group categories, 200 threads were
selected at random from each category to form a subcorpus of 1,200 threads.
The subcorpus was manually categorised in a random order for data load
and inquisition by only viewing the thread text and author names, thus each
thread could be classified as a task type (see Table 2).
Implied, Suggestion and Resolved tasks all contain data that could be extracted to solve the image classification tasks. TR groups have more data-loaded
threads than MG or KS groups (p<0.05, z-test) and it is not surprising due to

23

the purpose of the groups (see Figure 9). Additionally, tasks are more likely
to be solved in the TR groups comparing resolved tasks to unresolved tasks
(p<0.05, z-test).
4.3. Accuracy of image labelling
Based on the previous findings it could be expected that the highest frequency of task requests and more accurate solutions would be found in the
TR-S groups, although there are fewer explicit tasks compared to TR-G. A single topic-specific area of Opistobranchia (sea slugs or nudibranchs) was chosen
in order to evaluate the accuracy of image classification. In this class of animals external morphology is often sufficient to confirm a classification from an
image (unlike, for example, marine sponges) and this is also an active area on
social media. In this research we analyse species level labels identified through
morphology in photographs.
A random sample of threads from two groups (Nudibase35 and NE Atlantic
Nudibranchs36 ) from the TR-S subcorpus was taken. Only photo threads were
selected and further threads removed if they were unsuitable for the image classification task (for example, not an Opistobranch, multiple species in an image,
close-ups, words printed in the image, continuation and/or gallery threads). In
total 61 threads were manually analysed using this method (called the test set).
The gold standard, created by examining eight resources (see [35] for full
details), was compared for inter-expert agreement using Fleiss’ kappa, which
allows for more than two annotators (unlike Cohen’s kappa). This test showed
an inter-annotator agreement of κ=0.61, considered to be substantial agreement
(n(84), raters(8), z=34.1, κ=0.61, Fleiss’ kappa). This is an underestimation
of agreement between the resources as it accounts for all the images in the test
set, including those when no classification was found.
By way of comparison the two resources that produced the most classifica35 https://www.facebook.com/groups/206426176075326

(accessed 27 August 2017)
(accessed 27 August 2017)

36 https://www.facebook.com/groups/NE.Atlantic.nudibranchs
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Table 5: Comparison of image classification accuracy between different crowdsourcing methods.

Crowdsourcing method

Accuracy

Inter-expert (test set)

0.98

Groupsourcing (test set)

0.93

Crowdflower (training) @ $0.05 n=10

0.91

Crowdflower (test set) @ $0.05 n=10

0.49

tions (Seaslug Forum and Nudipixel) have very high agreement (n(84), raters(2),
z=9.2, κ=0.84, Cohen’s kappa). Additionally, these two resources only disagreed
with the classification on one occasion giving an inter-annotator agreement accuracy of 98.3% (counting only instances when both resources had a classification)
which could be considered the top performance expected from any automatic
aggregation of the groupsourcing data.
By using the gold standard to determine which answer from the subcorpus
was correct, results show very high accuracy for the image classification task
(0.93). This represents the upper limit of what could be expected from other
categories of groups.
4.4. Comparison to microworking
The images from the subcorpus (test set) were also classified using the microworking platform Crowdflower37 to compare the accuracy. Crowdflower users
were presented with an image and asked to provide a species name. Web resources were mentioned in the instructions, as well as the requirement for accurate spelling although minor capitalisation mistakes and synonyms were allowed.
The microwork configuration selected the top 36% of users on the system to
work on the task who were offered $0.05 per image annotated, with ten answers
required for each image.
A training set of 20 images with known answers was created with the most
37 http://www.crowdflower.com
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common sea slugs found on the photo sharing website Flickr. This dataset was
used both as a training gold standard (i.e. the users were told if their answers
agreed with the known answer) and also as a benchmark dataset. Users were
presented with images from both datasets, with high-performing (according to
Crowdflower’s assessment of performance against the gold standard) users’ data
being labelled as ‘trusted’. In total 1,525 labels were made, from 72 users, of
which 701 labels were considered ‘trusted’. The data collection cost $104.
Results show that with microworking there was high accuracy in the training
set, but the test set scored much lower accuracy (see Table 5). This is an
indication of how hard the task was in the test set and if task difficulty is
extrapolated to social network crowdsourcing it would achieve an accuracy of
0.99 on the training dataset.

5. Discussion
5.1. Data acquisition and annotation
Crowdsourcing approaches are typically used by a requester who has data
they would like a task performed on; however, it may also be the case that
the requester can acquire the data as part of the task, as seen in citizen science
approaches, or even align with existing efforts, as has been seen with groupsourcing. It ultimately becomes a question of scalability: in order to scale up efforts
every conventional bottleneck must be removed and this is why social networking platforms are so appealing. Users are motivated to answer the same type
of questions as the requester and moderate themselves to ensure the resource
is of high quality. Directing such a community of users is not straightforward
and attempts at central control may give rise to resentment from some quarters. This makes the groupsourcing approach difficult when there is a shortage
of skills or little general interest in the wider community.
Coupled with the bias of what data users want to work on [38], is the issue of
data sparsity in general. For example in the citizen science project GalaxyZoo,
only a few rare instances of unusual features are of real interest, although the
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general classification work assists with creating a large resource. In the context
of images of marine species, some animals are more charismatic and easy to
find than others, or are physically more common and well distributed, therefore
there will be more images of these posted on social networking platforms.
Allowing participants in scientific activities a wider range of input may be
the key to knowledge discovery. An unconstrained approach allows data to
evolve in a way that interests the community, for example in the case of marine
life, labelling interactions with other species, population dynamics, geographic
distribution and other niche dimensions that could be indicators of ecosystem
changes caused by pollution, overfishing or climate change.
A groupsourcing approach challenges what is known about a topic to cast a
more realistic (although likely to be biased) view. This relates to the idea of a
functional niche (i.e. the maximum parameters under which the concept as a
whole could exist) compared to the realised niche (i.e. under what parameters
individuals of the concept have been observed) [39].
5.2. User motivation
Crowds can be motivated in different ways, dependent on the system, task
and goals, and the effectiveness of incentives can be measured by how many people participate and how much they contribute. Users that contribute nothing are
consuming site resources (from bandwidth to interaction with administrators),
as well as potentially producing spam or malicious content. Non-contributing
members of a collective effort are commonplace on social networking platforms,
with most users simply viewing the content rather than contributing new content or commenting on existing content. Social networking platforms have a
very low barrier for participation, in that a user can simply ‘like’ content rather
write a comment.
Reported numbers of recruitment and participation mask a large disparity
between how much contribution individual participants make. It is common for
individual contributions to follow a Zipf power law distribution [40], in which
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only a few users make the majority of the contributions. A similar proposal38
is suggested in the 90-9-1 rule (or the 1% rule in Internet culture) and has been
shown to hold across a number of other domains including social networking
platforms [41].
On social networking platforms, groups that are set up specifically for users
to share biodiversity information have users working at a higher rate with more
in-thread activity and discussion than more general groups, an indication that
this is inherently motivating for the community, although a wider study would
be required to generalise this finding.
An additional motivation for users to collect and share data is the idea of
pan-species listing39 , a competitive ranking of naturalists and citizen scientists
who spot the most species in a specific area. At the risk of trivialising natural
history, the lists encourage people to observe nature by employing game-like
elements in the data collection process.
5.3. Task difficulty
Social networking platforms can produce high-quality data if communities
of users can be found doing the task. Image classification is not simple and,
although the majority of tasks were not hard, it is the uncommon, difficult
tasks that require the skill of human labellers. A social network environment
allows these difficult tasks to be solved in more organic ways.
The community of users in the groups examined on social networking platforms performed image classification tasks at near-expert levels on difficult tasks,
considerably outperforming the same set of tasks on the Crowdflower microworking platform. In comparison to other approaches to wildlife image classification
it also outperforms a gaming approach [25]. One of the greatest strengths of
social network communities is the potential to target tasks to specific people
who may be able to help, in a similar way to how the platforms themselves do
38 http://www.nngroup.com/articles/participation-inequality
39 http://www.brc.ac.uk/psl/about

(accessed 27 August 2017)
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targetted advertising.
A task may be difficult because the correct answer is difficult, but not impossible, to determine or that the answer is genuinely ambiguous and there
is more than one plausible solution. The language used on social networking
platforms creates even more ambiguity, with ill-formed grammar, misspelling,
concatenation, contextual referencing and sentiment.
It has been shown that moderately-diverse groups are better at solving tasks
and have higher collective intelligence (termed c) than more homogeneous or
very diverse groups. A balanced gender ratio within a group also produces a
higher c as females demonstrate higher social sensitivity towards group diversity
and divergent discussion [42].
Facebook is reported to have more female users40 although, in the case of
the social network groups investigated, there was a clear bias towards male users
[35]. It may be that males prefer image-based tasks to word-based problems to
solve [43], or that the topic is a male-dominated interest (66% of PADI diving
certifications in 2010 were for men).41
5.4. Social learning and the expert in the crowd
One of the distinct advantages of social networking over other approaches
is that the participants learn from each other, not only how to contribute to
the system, but also the knowledge to participate. This interaction is led by
more experienced and knowledgeable members of the community in an open
and transparent way, meaning that when a user receives an answer from an
expert, many more may be passively learning from it. Outreach and communicating knowledge to the general public is a core objective of many citizen science
projects and social networking platforms can be used to facilitate these aims.
Social learning [44], in which users on the platform teach and support each
other in an ad-hoc manner, encourages users to engage in the learning process
40 http://royal.pingdom.com/2009/11/27/study-males-vs-females-in-social-networks

(accessed 27 August 2017)
41 http://www.padi.com/scuba-diving/about-padi/statistics/pdf
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to an extent that suits their interests and time constraints. There are dangers
of convergence towards the opinions of charismatic members or the majority;
however, for difficult tasks a degree of discussion and consensus is preferable.
Users within groups typically learn how to interact with each other and how
to post questions and replies by observation of the group’s message feed. Administrators of the group set the rules of engagement in a short description of
the group or with a pinned post, as well as advising members directly. These
rules tend to proliferate across the group so over time the administrative load
is reduced and the members become self-regulating. As an example, a common
explicit guideline within marine species identification groups is to specify the
location where the image was taken as this may have an important bearing
on what the species might be (some species have limited geographical distribution).42
The advantage of having an expert in the crowd is that their knowledge
is spread throughout the community and ultimately reduces their workload to
only the most unique and difficult cases, which is a motivation for the expert
to contribute in the first place. Some novice users will learn enough to be able
to answer other users’ questions reducing the traditional bottleneck of a few
experts having to do the majority of the work. Small groups of annotators will
not have the breadth of knowledge required to answer difficult, niche questions
[9], but a social network community allows experts from other groups to be
drafted in by tagging [27].
The issue of expert bias has also been raised, when systems can be manipulated (intentionally or otherwise) by the perceived ability of an expert to
answer a question due to their reputation [45]. This is a long-standing issue
in research areas of reputation management, expert finding and recommender
systems; however, it is intuitive to believe that the expert in social networks is
42 With

other social media sharing sites such as Instagram and Flickr the image may be

automatically geotagged in the metadata; however, with underwater images this is often not
the case.
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beneficial to the community.
In addition to experts in the crowd, the idea of crowd-powered experts has
also been proposed. By using an approach in which the crowd deal with the
majority of the easy work and experts focus on the difficult images, considerable
improvements in an image classification system were made [46]. These results
are comparable to what could be achieved by social networking platforms and
can be considered a similar scenario in which the majority of group users take
on the bulk of the work solving easy tasks, leaving the experts to focus on what
is of most interest to them.
An issue with all crowdsourcing systems is how to gauge the user’s ability
to complete tasks, as well as have the internal knowledge required to solve
problems. The distinction between a non-expert and expert is often not clear
cut [47] and, over time, user abilities and biases will change the way they perform
tasks which does not make them a consistent, long-term tool [7].
5.5. Harnessing collective intelligence on social networking platforms
Harnessing the collective intelligence of communities on social networking
platforms is not straightforward, but the rewards are high. If a suitable community can be found to align with the task of the requester and the data can
be extracted from the network, it has been shown here to be a useful approach.
Aggregating the social network data in a similar way to crowdsourcing will allow
for the automatic extraction of knowledge and sophisticated crowd aggregation
techniques [48] can be used to gauge the confidence of data extracted from
threads on a large scale.
A validation model is intuitive to users and features in some form on most
social network platforms. Typically a ‘like’ or ‘upvote’ button can be found
on messages and replies, allowing the community to show favour for particular
solutions. Other forms of voting exist, such as full validation (like and dislike)
or graded voting (using a five star vote system) allowing for more fine-grained
analysis of the community’s preference; however, further research is needed to
assess whether this is actually a waste of human effort and a simple like button
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proves to be the most effective [49].
5.6. Limitations of a groupsourcing approach
Despite the many benefits of social networking platforms, there are also
some significant limitations. The constantly changing underlying technology,
as well as the popularity with users, means that long-term projects need to
spend more time adjusting their software to maintain compliance. Although
fairly mature with a high take-up rate, social networking platforms are still an
emerging technology, and changes are made to the terms of service, access and
software language that could swiftly render a dependent platform redundant.
Another drawback to using social networking platforms is that people use
them in different ways and there is no formally correct way. Additionally, our
understanding of such systems is only through observation as the algorithms
for presenting information are never published and are constantly changing.
There are also a proportion of user accounts used for spreading advertising or
for spamming, although this is common in all crowdsourcing approaches. Users
have different expectations that may lead to segregation in groups and data
not being entered in a fashion that is expected. Users can also change a post
after it has received replies, meaning a user can make a task request and then
change the message once a solution has been offered, even deleting replies from
the thread dialogue. This is not malicious or ungrateful behaviour, but simply
a different way of using groups to organise data.
In a wider sense this raises the issue of whether an observation shared on a
public forum or social network should have some level of permanence, to allow
the community to refer back to the information in the future and build on an
evolving resource. Clearly the image copyright belongs to the photographer
but the knowledge contributed and shared by the community should be public
domain. Social networking platforms have such a vast amount of data that this
is not a priority; however, if such data is to be used for biodiversity research the
fundamental questions of data privacy and ownership must be resolved.
It is unclear in the long term how social networking will continue as a popular
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pastime, and maintaining a community’s interest in a project over time will need
to be carefully managed. There may also be a saturation point of how many
projects can be implemented to existing communities and this is also a problem
for other peer production approaches.
A significant challenge for groupsourcing as a methodology is the automatic
processing of the threads. There are a large quantity of data associated with
threads and removing this overhead is essential when processing on a large scale
[50]. The natural language processing needs to cope with ill-formed grammar
and spelling, and sentences for which only context could make sense of the
meaning, for example (taken from the subcorpus):
‘And my current puzzle ...’
‘Need assistance with this tunicate please.’
‘couldn’t find an ID based on these colours’
‘Sven please talk Latin to me ;-)’
The image classification task that was investigated here uses natural language to solve the task; however, machine learning could use the image itself
to classify the content. Much like the language of social networking platforms,
images also vary in quality and there is little control over what is posted. Poorquality images or images with low illumination, unusual poses, clutter, occlusion,
different viewpoints and low resolution will all make the image processing much
more difficult.

6. Applications
The data derived from the experiments in groupsourcing have been made
available through a prototype website called Purple Octopus.43
43 http://www.purpleoctopus.org
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Figure 10:

Detail of a typical message containing an image classification task having been

analysed for named entities.

In order to explore the ecological data, all text elements of the threads
(messages and replies) were parsed for text strings representing marine species
entities using the World Register of Marine Species (WoRMS) taxonomy44 (see
Figure 10). In the same way a database of location names45 was used to find
locations mentioned within the text. There were problems caused by the structure of the ontology, the informal reporting of locations in the thread text and
disambiguation with other entities (it is also the case that marine species are
not usually found in terrestrial locations and more usual for a location to be
referenced by a locally-known dive site name). However, using this simple text
pattern matching, the prototype website can visualise the images and conversation threads of social networking platforms with marine species and locations
represented in several ways:
• On the species page, all messages related to a species are listed along with
a gallery of photographic examples of the species (see Figure 11).46
• The species page also shows associated species, i.e. other species named
in the same threads, which indicate interaction (for example, predation or
44 http://www.marinespecies.org

(accessed September 2012).

45 http://www.dbis.informatik.uni-goettingen.de/Mondial/#SQL

(accessed

September

2012)
46 Only links to the images were stored, the images themselves are hosted on the social
network platform. Each image was credited with the author’s name.
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Figure 11: Screenshot of the Purple Octopus aggregated image gallery.

symbiosis) or morphological similarity;
• On the species page, a map of co-mentioned locations for a species, representing its geographical distribution;
• On the explore page, a map showing species richness (total number of
individual species co-mentioned with a country name) with a link to view
all of the species co-mentioned with a particular country (see Figure 12);
• Groups in which the data were extracted and top contributors from each
group, ordered by the number of posts made.
The prototype interface allowed a degree of informal testing to investigate
the information extraction and to see what kind of problems that were likely
to be encountered if the groupsourcing approach were to be utilised for marine
conservation in future work. The ultimate goal is to create an accurate database
of information derived from social networking platforms that can be explored
to provide actionable knowledge.
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Figure 12: Screenshot of species richness across the groupsourced dataset. Darker blue areas
indicate areas of relatively high biodiversity (over 100 mentions).

7. Future directions
This chapter has detailed a number of approaches to using a crowd to monitor wildlife and all have their advantages and disadvantages. If initiatives to
monitor biodiversity using public contributions are to increase on a scale that
can accommodate huge data needs, they will need to engage a much larger audience. Several projects already implement lessons from social networking sites
and weave this functionality into citizen science platforms to try and engage
their audience more; however, this approach highlights a fundamental problem: most potential participants are not inherently motivated to contribute and
need to be coerced with incentives. Users on social networking platforms such
as Facebook, Flickr and Twitter are doing similar tasks, although frequently
undirected, on a much larger scale because they are inherently motivated.
To capitalise on this phenomenon future projects need to combine data analysis techniques to address the problems caused by the unconstrained interface
with additional functionality to make software more useful to users, for example plugin apps that make suggestions for wildlife automatically identified in
images, to more easily manage metadata (in particular location data) and to
provide supplemental knowledge to help the users learn more about what they
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can see in the images. Additionally, with the development of virtual and augmented reality systems, the immediacy of such data could allow a much richer
experience for users whilst they are in the environment where they are collecting
data or to immerse the user in an environment that is normally inaccessible.
Not only would such an approach have the potential to deliver biodiversity
data on a scale never been seen before, but it would also engage and educate the
public in the marine environment and its conservation priorities. The ease and
ubiquity of viral user-made content in a rapidly changing socio-technological
landscape makes a social network citizen science approach an exciting and innovative direction for future research, education and exploration.

8. Conclusions
The goal of this research was to discover if social networking platforms could
be used to create large-scale data resources, with high-quality labelling of information about the data. Social networking platforms can be viewed as a system
for collecting and labelling biodiversity information; however, the benefits of
using a crowd in this way are tempered with the many challenges.
In comparison to other methods of crowdsourcing, social networking platforms offer a high-accuracy, data-driven and low-cost approach. Users are selforganised and intrinsically motivated to participate, with open access to the
data. By archiving social network data they can be categorised and explored
in meaningful ways. There are significant challenges to automatically process
and aggregate data generated from social networking platforms; however, this
research shows the huge potential for this type of approach.
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